PlangP: Using GossipingandRandomReplicdion to Suppot
Reliable Peerto-PeerConten SearchandRetrieval*

FranciscdviatiasCuenca-AcunaRichardP. Martin, ThuD. Nguyen
{mcuencarmartin, tdnguyen@cs.rugers.edu

TechnicalReportDCS-TR-494
Departmentf ComputerScienceRutgersuUniversty
110FrelinghuyserRd, Piscatavay, NJ 08854

July9, 2002

Abstract. We introdue the PlanetP systemwhich ex-
plores the constructio of a reliable peerto-peer (P2P)
conten seach andretrieval serviceusingrandomlycircu-
lated globd statebetweerpees of an unstructued com-
munity Our work representsa novel alternativeappioach
to recentP2P systemghat focuson enablirg very large-
scalename-lasedobjectlocation usingsophisticatedlis-
tributed data structues. We showthat our simpler ap-
proach scalesto several thousand peess (ultimately tar-

getingtheregimeof abaut tenthousarl) and convergesin

several minutesusing only modest bardwidth while still

maintairing reliable seach, ranking and retrieval simi-
lar to an Internd seach engine Unlike current seach

engiresor other P2P systemshowerer, PlanetPdoesnot
require centralizeddirectoriesor manayementnor builds
a comple distributeddatastructue. PlanetP achievesits

goalsusingthreemajor compments.First, peess collabo-

rateto maintainlocal copiesof the global membeshipdi-

rectoryalong with compat summariesof shaed conter

using a randamizedgossipingalgorithm. Second pees

implementsa per query text-basedrankirg algarithm to

helpusesignoreirr elevantdocuments Finally, peess col-

laborate to replicateunppula contet—popuar contert

is naturally highly replicatedvia hoading—usingReed-
Soloma erasuie codingto increasethe probability of suc-
cessfuretrievals.

1 Intr oduction

Recentpeerto-peer (P2P) sysems often focus on
sharhng informaion acrossvery large communites.

*PlanetPwas supportedn partby NSFgrantsEIA-0103722
andEIA-9986046.

To meettheir scalng tamgets of millions, or even
billions, of uses [8], these systms construct and
maintain large distributed data strudures such as
hashtales, acros the entire communty to support
name-baedobject location [9, 15, 12, 14]. A sig-
nificant challenge for thes systans is maintairing
the corrednessand consstercy of their globd data
strucuresas peersindependetly and unpredictably
join and leave the sysem. Further thesemappirg
schemesnustload balane acrosspees with poten
tially widely different resouces.

In this paper we propcse a novel alterrative ap-
proad: maintan globd stateby using gossping and
randam replication for ungructured communties of
several thousand perhags up to ten thousand,pees.
In additon, we shov how to leverage the samein-
frastructureto provide a powerful and reliable con
tentsearch and retrieval engne to enale a content-
addressablemodel similar to current Internet seard
engires. We beliew that this scak will be appica-
ble to mary information shaing communites such
asgroups of reseacherssharng publications, dodors
sharirg medicd analyses,andstudens shaing music
andvideos. Furthe, thesuccasof the Intemetseard
engiresarguethatcontentaddressingis anatual and
powerful modelfor locating informationin large data

1Gnutella[6] is an exampleof a currentP2Psystemthat is
also unstructured However, systemssuchas Gnutellado not
scalewell [7] becausehey flood on eachquery, in additionthey
do not supportcontentaddressing.While the currentGnutella
communityexceedsour targetsizeof tenthousandisersijts suc-
cesscritically depens on a patternof musicandvideo sharing
wherea smallsubsef contentis very popularandsois highly
replicated. This allows Gnutellato successfullyocateinforma-
tion while emplgying its inefficientflood-basedearchalgorithm.



stores.

We realize this appioach in a protaype systen
called PlanetPWe shaw it to beasimple,yet power-
ful sygemfor sharing information. PlaneP is simple
becaiseeachpeermustonly agreeto perfam a pe-
riodic, randamized,gossping-gyle of excharge with
othe peers,ratherthan collaborateto correctly and
consstenty maintan a global datastrudure. In ad-
dition, eachpeer must also agree to provide some
exces locd starage for replication of datato en-
able high-availability. PlanetPis powverful becaseit
maintansaview similarto a searchengire: aglobal,
coheaent,andcontent-rarked datastorewith high de-
greeof availability without depemling on certralized
resoucesandthe online preseceof spedfic peeas.

To addessthe problem of locating and ranking
documents, PlanetPreplicates both a global mem-
bership diredory and a compactsummaryof each
peers sharedcontent at every peerusing a rancdom-
ized gossipng algarithm [5]. Thediredory cortains
thenamesandaddressesof all currert membersThe
contentsummaryor index, takestheform of aBloom
filter [1] per peerthat summarize the set of terms
containedin thedocumentsbeingsharel by thatpeer
To keep both the direciory and index updaed and
minimally consstentacrosthecommurity, all mem-
bersagreeto continually gossp abou chargesin the
communiy. We explicitly chosegossiping becawse
the randomnessbuilt into gossping is well suited to
the P2Pervironment wherepeas may comeandgo
freely. Further gossipng is never detered by the
abrupt leaving or abseceof any subsé of peers

To aid the userin locaing relevart information
we have implemeried a ranking algorithm that ap-
proximatesa stae-of-the-arttext-based-anking algo-
rithm [2]. We do not disaussthe algoiithm further
here as the focus of this paperis on gossiping and
our intendedapproachto replication for reliabe re-
trieval. However, the ranking algarithm affects the
expelimentsthatwe useto evaluae the effectiveness
of gossiping andreplication

Finally, to addessavailability, PlanetPattemptso
maintai atleastonecopy of eachshaedfile online at
all times. In the future, we mayrelax this constaint
somavhat; currently, however, this provides a suc-
cinctgod to work towardaswe exploreour proposed
appoachto replication. Occasimally, eachpeerran-
domly chocsesafile fromits local store andestimaes
its availability. A file may alread/ be highly avail-

able becaise of hoading—peerstend to download

popuar files to their local stores—or becase some
otherpeerhasactively replicatedthefile. In this case,
the peerdoesnothing. Otherwis, the peeractively

replicatesthe file by using a variation of the Reed
Solomonerasire codng to compue & fragmentsof

a file and pustesthesefragmentsto peerswith suf-

ficient storage. The use of this coding brings two

advantages. First, lessspaceis requred than com-
pletefile replication for thesameavailability. Second,
nodescan decice whetherto actively add fragments
basedsolely on the numberof fragmeris available
ratherthan precisely which fragmeris are available.
This latter property is critical in thatit maintansour
unstiucturedapprach.

In the remaindkr of the pape, we first discusshow
information is shaed and indexed in PlanetP(Sec-
tion 2). Then,we descibe our gossping algorithm
and evaluae its performance(Section3). Finally,
we outline our apprachto randanizedreplicationto
suppaot reliabe retrieval of information and present
remainirg openquestons(Section4).

2 Data Storesand Bloom Filters

At eachpeerof aninformation sharhng communiy,
PlanetRi) maintairs alocal datastore of shaedfiles,
(i) indexesthetext of eachfile addedto thelocal data
storeand maintans a word-to-doaimentinvertedin-
dex to support content seart and retrieval, and (iii)
summarizs the invertedindex of eachpeerusinga
Bloomfilter [1]. Bloom filters cangive a false post
tive for alookup but never falsenegative. Thus,given
asetof Bloomfilters summarizng peers invertedin-
dexes,we canprobabilistically comput the sub®t of
peerscontaning doaumentsrelevantto agivenquery.
We chocseto useBloom filters becaisethey provide
a numberof distinct benefits we refer the reades
to [3] if they areinterestedin this discusion.

3 Locating Relevant Information

As alreadly mentiored, PlanetPs apgroachto support-
ing thereliablelocaton of relevarnt informationis to
replicate a globd memberkip directory and Bloom
filter summaris of peers$ indexes at eachpeerus-
ing gossping. Eachpeerthenuses this information
anda distributed ranking algolithm to independently



locate andretrieve informationrelevantto particular
quetes. In this sectbn, we first descibe PlanetPs
gossping algorithm. Then,we evaluatethereliahility

of this gossping algarithm to spread new informa-
tion everywhee in a timely manner We also briefly
examinethe bardwidth necesaryto suppat gossp-
ing. We have already shown that, given an acairate
view of the global directory, our distributed ranking
algarithm cansucacessflly helpusergo pinpoint doc-
umentshighly relevantto particularqueiies|[2].

Gossiping Information replicated at eachpee in-
cludes a list of all peers their IP addreses, their
Bloom filters, andwhetherthey arecurrenly online.
Eventsthat charge the diredory and so requre gos-
siping include the joining of a nev membey the re-
join of a previously offline memberanda changein
a Bloom filter. Currentl, we do not gossp the leav-
ing (tempaary or permanaet) of a pee althoughthis
maybecomenecesaryto improve our replicationap-
proech.

PlanetPs gossiping algarithm is a combiration of
rumor mongering and anti-entropy as previously in-
troduced by Demerset al. [5] togetherwith a par-
tial anti-entropy algoinithm that we found improved
perfamancesignificantly for dynamic P2Perviron-
ments. This algolithm works as follows. Suppe
thata peerz learrs of a change to thediredory (e.g.,
it just updatedits Bloom filter). Every T;, seconis, z
randomly chocsesa target pee y believedto be cur
rently on-line andattemptdo tell y of thechange.If y
hasnot heardof this charge,it recodsthe new infor-
mationandthenitself attempsto spreadherumoras
z is doing. If z contactsn peersin arow thatalread
knows abou thechange,it stopssprealing therumor,

Becausethe above rumoring processcan leave a
residual setof peerghatdonothea aboutarumorbe-
foreit diesout, every sooften, eachpeerperfamsan
anti-entrogy operdion insteal of rumoring (say ev-
erytenth rumoring opeationbecanesananti-entropy
opemtion or if theres currently no new information
to berumored. An anti-entropy messagfrom z toy
asksy to serd a summaryof its entre diredory to z.
Whenz getsy’s summaryz parseit to seewhether
y hasmoreupdatedinformation. If so,thenz asksy
for the neede information.

Finally, we obseve that in a dynamic P2P en-
vironment, where rumors may arrive often becawse
of pees’ leaving and coming, the time requred to

sprea a particular rumor everywhee can becane
highly variable. This is becaisethe high arrival rate
of new rumorsforces the rate of anti-entrogy to the
minimum: every tenthround If a pee is unlucky
enoudn to contactanotter peerthatis alsomissinga
particular rumor, thenit maybesereraltensof rounds
before the rumor reactes everyone. To fix this, we
decided to extend eachrumoiing round with a par-
tial anti-entropy exchange,which works asfollows.
Whenz send a rumor messag to y, y piggybacks
the ids of a small numberm of the mostrecert ru-
morsthat y learred aboutbut is no longe actively
spreding. z canthencheckto seewhetherit is miss-
ing sometling thaty recently leamedabou and pull
thatinformaton from y. This patial anti-entrqy re-
quires only oneextra messagén the casethat y does
knowsometling that z doesnot. Further theamour
of datapiggybackedon y’s messagis very small,in
orderof tensof bytes.We have foundtheinclusionof
this partial anti-entrogy stepto significantly redwed
thevariaton in thetime requiredto inform the entire
communityabaut a paricular new pieceof informa-
tion aswell asrequiring muchlessbardwidth thanif
we performedanti-entropy moreoften.

Finally, PlanetFRcurrently uses a basegosspingin-
terval T, of 30 secadsto accanmodatepees with
relatively slov communtationlinks. PlanetRdynam-
ically adjuststhis baseinterval to redue bandvidth
usagewhenthe sygem hasreachel a stablle corfig-
uration. We refer the reacer to [3] for the detals of
this dynamic adjustment. Dynamicaly adaping the
gossping interval hastwo adwvantages First, we do
not needto definea terminaton condtion given the
probabilistic nature of the algarithm. Second when
globd conssteng hasbeen achieved, the bandvidth
useis ngyligible afterashat time.

Performance. We now turn to evaluaing the reli-
ability with which gossipng can spread new infor-
mation throughou a community This is critical to
our goalof locating relevart informationin areliable
andaccurde manner For example if a pee A does
not learn aboutnew conter thatis being sharel by
anotrer pee B beausechargesin B’s Bloom filter
doesnot reach A, thena query at A cannd locake
this new documen, evenif it is highly relevantto that

query

We evaluat PlanetPs gossping performanceus-
ing a simulata thathasbeenvalidatedagaing a pro-
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Figurel: Convergene time of gossipingn second for a

dynamic communitywith 2000membes. LAN represents
a commuity of peess connectd by 45 Mbpslinks. DSL

representsa communityof peeis conrectedby 512 Kbps

links. MIX representsa commuity of pees conrected
by a mixture of link speeds.Using measuementsof the

Gnutella/Nagtercommuities recentlyreportedby Saoiu

et al. [13], we createa mixture as follows: 9% have56

kbps,21%have512kbps,50%have5 Mbps,16%havel0

Mbps,and4% have45 Mbpslinks.

totype implementation. We usemeasurenentsof our
protaypeto parametdze the simulata. We refer the
reade to [3] for our simulaion paraneterstogether
with the bulk of the expelimentsandtheir resuts.

Here, we preseait the resuts of only one expeii-
ment.In paricular, we study how well gossping per
forms in a dynamiccommunty of 2000 (re)joining
andleaving peers 40% of themembersareonlineall
thetime. 60% of the membersareonlinefor anaver-
ageof 60 minutes andthenoffline againfor anaver
ageof 140 minutes. Both online andoffline timesare
gengatedusing a Poissonproces. 5% of the time,
whenapeerrejoinstheonline commurity, it has1000
new keys. Whena peerthat stars out offline first re-
joins thecommuirity, it hasto retrieve 1000 new keys
for eadh membercurrently online. Theseparame-
ters were basa@ rougHy on measurmentsrepated
by Saroiuet al. [13] (exceptfor the numbe of new
keys being shar@l occasonally) andare meantto be
representaive of realcommurities.

Figurel plotsthe cumuktive perentage of events
agains the corvergerce time. We ob<erve that with
sufficient bandvidth, corvergencetime is very tight
arownd 400 secomls. For the MIX community con-
vergencetime is significantly worse This degracda-
tion in perfaomanceis dueto our requirementthatan
offline peerobtain 1000 new keys per currently on-
line pee (whichmodekthefactthat thepeerhasbeen
offline for along time). This trarnslatesto the down-
loading of sereralMB of Bloomfilters, whichtakes a

long time at modemspedl.

This degradation points to two necesary adgta-
tions. (1) we mustimplemern away for new usesto
acqure Bloom filters slowly over time if we wantto
accommodtemodemconrections,and(2) we shout
alter our gossping algarithm so that peerswith fast
connestions are not hurt by pees with slow comec-
tions. We have desigredandimplementedthe secoml
change [4]. TheMIX-F curvesgive corvergencetime
for joins and rejoins of fast peers(fast being those
with connestion speed of atleag 512 Kb/s) with the
corvergercecondtion being tha only fastpeesneal
to learn abou the event. MIX-S gives cornvemgence
time for joins andrejoinsof slowv peeswith thesame
corvergerce cordition. Obsene that our bandvidth
aware gossping algorithm allow fag pees to leam
aboutnew eventsquite efficiently. At the sametime,
it does not harmthe slow pees beyond the fact that
they will beslow anyway becaseof their bandvidth
limitations.

Summary. Theabove result along with resuts from
a numberaddtiond simulation experiments[3] sug
gestthatgosspingworksrelially, atleastto therange
of severd thousand peers Not oncedid we obseve
aneventthatdid not propayatesuccesfully through-
out the commurity. We arein the processof eval-
uating whethergossiping will scaleto ten thousand
peers

4 Maintaining Availability

In this secton, we descibe an approachto randbm
replication that probabilisticaly ensure having at
least one copy of every document always online.
Eachpeea adwertisesthe amountof storage, called
the replication store that it is willing to devote to
storing extra copies of docunents. Typically, infor-
mationabou the currentstak of the replication store
is piggybaclked on rumors Periodially, every T,
secoms, eachpeerrandbmly selects a file in either
its datastore or its replication store. The peerthen
checls for the availability of the file usingits setof
Bloom filters (we assune that file nameswill bein-
sertedinto the Bloom filters along with termscon
tainedin thefiles). If theavailability is sufiicient, then
it doesnothing. If the availability is deemednsuffi-
cient, it actively replicatesthis file. Specifically the
replicating pee fragmerts the file using a variation
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of the ReedSolomonerasue coding [10], wheren
fragmerts are create but only m arerequiredto re-
congruct thefile. Finally, it pushesthe n fragmers
to pees chosenusing hints abou available spa@ in
the peers replication store.

Whenapee recevesareplication reques, if there
isroomin its replicationstore thenits savesacopy of
the forwardeddoaumentfragments.If thereis insuf-
ficient room, it either rejeds the replication request
or ejecs enaughfragmens to make roomfor the new
fragmers. If thepeeralreadyhasthefragmensbeing
pustedto it, thenit justdrops theregication request.

Over time, we believe this replication algonithm
will push the mostpopular andimportant documents
onto the subsé of peersthat are online mostof the
time. Peersthat are likely to be online at different
timeswill getcopiesaswell in orderto maintan con-
tinuity. Given a replication store that is very large
compaedto the setof documats beingsharel, then
this apprachwill work [11]. The queston becanes
whatis the neessaryratio of the replication store to
thesizeof thedocumentsetandwhatis thenecesary
distribution of thereplication store acros peerswith
different join/leave behaiors. We intend to explore
the answergo these quedions over the next several
months

Evaluating files’ availability . We assumethat
files are natually replicatedby peersthat are inter-
estedn accesingthatfile whenit is offline (or when
the original owner is offline). We call these hoarded
copies.PlanetRhenactively replicatesonly files that
are not highly hoarded. We are exploring two sce-
narics for evaluating afile’'s availability. Thefirst as-
sumesthat thereis a very slowly charging commu-
nity of users. Eachuseradwertisestheir averageon-
line andoffline timesaswell asthetime they started
the current online sessim. Theideais to minimize
the probability of having all the hoarded replicasand
n — m + 1 fragmens of a file being offline at the
sametime. Therebre availability is estimaed using
equdion 1 whereF is thefile, A(F) is the estimatel
availability of F', Fo fiine is the average probability
of a peerbeing offline, k is the numbe of hoaded
copiesof F', n is thenumtler of existing fragmeris of

n . .
(Z->P(Z)ffline(1_POffline)n ! (1)

F, andm is the numbe of fragmentsrequred to re-
constuct F. To keep the equdion simple, we have
simply usedthe average probability of pees being
online andoffline. For betteraccuagy in areal sys-
tem, we may needto account for peerswith widely
differing behaviors compicating the above equdion
significantly. Also, we will likely have to modify the
above algorithm to accouwnt for the fact that offline
peergnayleavethecommunity andnever comeback.

The secand, more pessinistic, appoachto est
mateavailability assumeonly online nodescankeep
afile available. In this scheme,PlanetPtriesto min-
imize the charcesof having all the online nodes that
storeafile going offline at the sametime. Availabil-
ity for afile F' is estimaed using equation 1 where
Poiine(k) is replacedby Pgoingpown (k). In addi
tion, notethatin this scerario, having accuateinfor-
mationabaut nodescurrently online is critical. Thus,
we may have to extend PlanetRto gossp leave events
aswell as(re)join events.

Choosing replication nodes. Peerskeep spa@
hints that track the amountof available storage at
otherpees. Whenfragmentsare distributed, a best
fit policy is usedto select thetarget node. Spacehints
are obtaired when stoiling fragmens at otha nodes
or whenanodedeniesreplicationrequest. If no hints
areavailable, thentamgetsareselectedatrandom.

Fragmentation. We usea variaton of the Reed
Solomon(RS) erasue coding for fragmering a file
for replication. In a stardard application of a code
suchasRS,onecreate n fragmeris but only m dis-
tinct fragmens (m < n) areneedel to recorstructthe
file [10]. Thedisadrantage of direcly applying suc
acoding scheneis thatto enhancethe availability of
a file, a pee would have to know exactly which of
then fragmentsarecurrently missirg. Our useof the
ReedSolomoncode,wheren is not a hard parane-
ter, allowsusto make thefollowing usefu extension.
Whena peerdetaminesthatit needsto increasethe
numberof fragmentsof a file to increaseits avail-
ability, it simply generéesk addtiona randan frag-
ments.

The fundamentalidea behnd RS is that a poly-
nomial of degreem — 1 in a Galois field GF(2)



is uniquely definedby ary m points in the field.
In order to crede an erasire code for the blocks
Dy, ..., Dy, of afile, we nead a polynomial p such
thatp(t1) = D1,...,p(tm) = Dn. In addtion, we
want to creat n — m extra fragmentsp(tm4+1) =
Cy,...,p(tn) = Cp_p suchthat we can recan-
strud the polynomial from ary m tuplesof the form
(t1,D1), .y (tms D)y (bms1, C1), eey (tn, Crimim) -

A typical RSimplemenation will just usea fixed
base(ti, ..., t,) for a given (m,n) code. Our exten-
sion corsistsof picking thes points rancomly from
[0,2*]. Sincewe can pick a w, we can make the
charce of having dugicates fragmens as small as
neeckd.

Openquestions.While ourapproachis promising,
a numberof open questonsremain What replae-
ment algorithm shoull peersuse to maintain their
replication store? Do we needto actively garbag
collect the replication store? Is the systemstabk?
Will we needsomesort of badking-off compmentif
peersstartto thrashthe replication store? How does
the fragmeried replication scheme fit with our rark-
ing algorthm whenno hoaded(comgete) copy of a
file is available online?

5 RelatedWork

Most recentP2P systemg[15, 12, 14, 9] have pro-
posal imposng different structures over P2P com-
munities to provide scabblenamebasedobject loca-
tion. In this paper we present an unstriwctured ap-
proach that usesrandmized gossiping. While less
scaldle, our appioachdoes not requre ary mainte-
nana of global structuresandis robustto nodessign-
ing off abruptly. Further we focuson contentseart
and retrieval instead of objectlocaion. This focus
fits well with our gossipinginfrastrucure becawsein-
dividual nodesdo not have to shouder the entire bur-
denof publishing large numbes of keywords; rather,
the entirecommunityhelpsout via gossping.
Othersysemslike OceanStee [8] have alsoused
erasuie codes to improve availability. In contrastto
PlanetPhowever, Ocearstorecanalwaysrely on an
OceanStoe Servie Provider to regereratea missirg
fragmert if their distributedrepar algarithm needst.
To maintainPlanetPs unstuctured apgroach we ex-
tendthe basicReedSolomonerasire codeto allow
peersto increasethe availability of files by gererat-

ing somenumbe of random fragmerts.

Mnemosyr [11] is a P2Psteganaraphic starage
systen. While their mainfocusis on conealingthe
existerce of files, they also addres the problem of
placing fragmers randomly on a Tapestrynetwork.
Their simulaions show that to acheve a 99.99%
availability they need10 timesmoredisk spacethan
the amountactudly store SincePlanetPis not con
cernal with hiding files’ existence,we believe we will
beableto improve this ratio.

6 Conclusionsand On-Going Work

P2P computing is a potentially powerful model for
information shaing betwea ad hoc communties of
users As P2Pcommuirities grow in size however,
reliably locating information distributed acrossthe
community beames challengirg, espeially when
peersjoin andleave the online communty in anun-
controlled and unpredictable manne. In this pape,
we have presentedhe appgoachetakenin PlanetRo
provide areliable conentseart andretrieval engire
in the P2Pervironmert.

In PlanetP we break the prodem down to two
phase: (1) reliaby locating pees that may contain
information relevant to a query, and(2) ensuring that
at leag one copy of eachdocunentis always avail-
ableon someonline peerto suppat reliable retrieval
of relevant informaion. Our apprachthen uses gos
siping to maintain a copy of the global directory and
summarie®f peers’indexeson eachpeer andto use
this information to suppat a seach algarithm that
employs atext-basedranking schemeto find relevart
information. We have worked outthe gosgping algo-
rithmin somedetal andpreliminary simulatedresuls
show thatour algoiithm canreliably diffuseinforma-
tion throughoutthe communitysothatno peerslocd
picture of the global communty becomegoo out of
date.

Our proposed apprach to addess the secom
phaséds to explore arandamizedrepication apprach
that, at heat, is not too differentfrom gossping. We
have justformulatedthis approachandarein the pro-
cessof desiguing the algoilithm andexploring the de-
sign space We beliewe that this apprach canwork
but needto validate this belief. Thus,once we have
aconcetedespgnandimplemenation of bothgossip-
ing andrandam replication we intend to extend our



current simulaor to simulateseachesin alive com-
munity, andmeasue the efficacy of our infrastructure
to deliver accuatesearchandretrieval capalilities.
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