Text-BasedContent Seaich and Retrieval in ad hoc P2P Communities

FranciscdviatiasCuenca-AcunandThu D. Nguyen
{mcuencatdnguyen}@cs.rgers.edu

TechnicalReportDCS-TR483
Departmenof ComputerScienceRutgersuUniversty
110FrelinghuyserRd, Piscatavay, NJ 08854

April 4,2002

Abstract

e consicer the problemof contentsearch andretrieval in

peertopeer (P2P) commuities. P2P computimg is a po-

tentially powerful modelfor information sharing between
ad hoc groups of uses becawse of its low cost of entry
and natual modelfor resouce scaling with commuity

size As P2P communitiegyrow in size however, locating
informatian distributed acrossthe large numter of pees

becanesproblematic. e presenta distributed text-based
cortentsearch andretrieval algorithm to addressthis prob-

lem. Our algorithm is basedon a state-of-tle-arttext-based
doaumentranking algorithm: the vectorspacemodé, in-

stantiatedwith the TFxIDF rankingrule. A naive appli-

cation of TFxIDF would require eadh peerin a commu-
nity to collect an invertedindex of the entire commuity.

Thisis costlybothin termsof bandvidth and storage. In-

stead,we showhow TFxIDF can be approximaed given
commct summariesof pees’ loca invertedindexes. We

male three contributions: (a) we showhow the TFxIDF

rule canbeadaptedto usetheindex summaries(b) we pro-

vide a heuristicfor adagively determiningthe setof pees

that shouldbe cortactedfor a query and(c) we showthat

our algorithm tracks TFxIDF's performancevery closely

regardlessof howdocumets are distributedthroughout the

commuity. Furthermoe, our algorithmpreserveshemain

flavor of TFXIDF by retrieving closeto the samesetof doc-
umerts for anygivenquery

1 Intr oduction

We corsider the prodem of cortent searchand retrieval
in peertopeer (P2P) comnunities. In the P2P comput-
ing model, eachmemberin a comnunity can contrilute
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resoucesto the comnunity and can establishdirect con-
nectiors with ary other memberto accesscommunal re-
sourcesor to carry out somecommunal activity [20]. P2P
computing is a potentiallypowerful modé for information
sharingbetweenad hoc groy of usersbecauseof its low
costof entry andexplicit modelfor resouce scalingwith
comrunity size:ary two userswishingto interactcanform
aP2Pcommunity. As individualsjoin the conmunity, they
will bring resoureswith them,allowing the comnunity to
grow naturally P2Psystemsanscaleto vely large sizesif
enowgh memkersjoin the commurity [17]. Measuremets
of one such comnunity at Rutgers—agroup of students
have setupafile-sharig community connetedbythedorm
network—shaw over 500userssharingover 6 TB of data.

A numter of open problems must be addessed, how-
ever, beforethe poterial of P2P conputing can be real-
ized. Contentsearchandretrieval is one suchopenprob-
lem. Currently existing comnunities employ eithercen-
tralized directoy seners [18] or variows flooding algo-
rithms[11, 5, 29] for objectlocationwhengiven a name.
Neitherprovidesa viableframework for contert searchand
retrieval. On the onehand a centralizel sener presentsa
single point of failure andlimits scalability On the other
hand while floodingtechniqescanin theoryallow for ar-
bitrary cortent searche$19], in practice typically only a
namesearchperhas togethe with alimited nunberof at-
tributes,is perfamed. Furthernore, floodng canbe very
expensve yet provide only limited power for locatingrel-
evart information (be@usequeies canonly be flooded to
a portionof the community with little informationto guide
pruring). Thesetechniqees currerly rely on heary repli-
cation of popula itemsfor successfusearches.More re-
centworks studyirg how to scaleP2P communities have
putforth moreefficientandreliabledistributedmethod for
namebasedobjed location[17, 26, 23]. The focus, how-
ever, hasremaired on nane-basedbjectlocationbecasge
theseefforts were intenced to suppat P2P file systems,
wherethereis a natual modelfor acquirirg names.



As theamount of storageperperson/aviceis rapidy grow-
ing, however, informationmanagerantis beconing more
difficult underthe traditioral file systemhierachical narre
spacq10]. Thesucces®f Interret searchengineds strong
evidencethat contert searchand retrieva is an intuitive
paraligmthatuserscanleverageto marageandaccessarge
volumes of information. As anecatal evidence, a num-
ber of individuals in our researctgroup useGoode much
mote oftenthanbodkmarks, which providesa hierarclical
namepace. Theseindividuals even depend on Googleto
relocde pageghatareusedalmostdaily.

While P2P groyps will not grow to the size of the web,
with theexploding sizeanddeceasingcostof storagegven
small growps will sharea large amouwnt of data. Thus,we
aremotivatedto explore a contert searchandretrieval en-
gine that provides a similar information accesgparadgm

to Intemet searchengines. In particular we presenta dis-

tributedtext-basedranking algorithmfor contert searctand
retrieval in the specific context of PlanetP an infrastruc-
turethatwe arebuilding to easethetaskof developing P2P
informationsharingapplicatiors.

Currenly, PlanetH6] providesaframawork for adhocsets
of usergto easilysetup P2Pinformationsharingcommuni-
tieswithout requiring suppat from ary centrdized sener?.
PlanetPsuppats theindexing, searchig andretrieval of in-
formation spreadacrossa dynanic community of agents,
possiblyrumingonasetof hetergeneos devices. Theba-
sicideain PlanetHs for eachcommunity membe to create
aninverted(word-to-documen) index of thedocunentsthat
it wishesto share summaize thisindex in acompactform,
and diffuse the summarythroughou the commuity. Us-
ing thesesummaies,any membercanqueryagairstandre-
trieve matchingnformationfrom thecollectiveinformation
storeof the comnunity. (We provide an overview of Plan-
etP anddiscussthe advanta@s of its underlyng apprach
for P2Pinformationsharingin Section2.)

Thus, the prablemthatwe focusonis how to perfam text-
basedcontentsearchand retrieval using the index sum-
mariesthat PlanetPuses. We have adoptel a vectorspace
rankng mockl, usingthe TFxIDF algorithm suggstedby
Saltonet al. [24], becausét is one of the currerly most
successfulext-basedrankirg algoithm [28].

In avectorspacerankng mockl, eachdocunentandquery
is abstractlyrepreseted asa vector whereeachdimension
is associatedvith a distinctword. The valueof eachcom-
porentof thevecta represets theimpartanceof thatword
(typically referredto astheweightof theword) to thatdoc-
umert or quel. Givena query we compue therelevane
of a doaumentto that queryassomefunction of the ande

1we say“currently” becausewe areactvely working to extendPlangP
to beageneraframevork for building P2Papplications,not just informa-
tion sharing.

betweerthetwo vectas.

TFxIDF is a popular methodfor assigningterm weights
uncer the vecta spacerankingmodel. The basicideabe-
hind TFxIDF is that by using somecomhnation of term
frequeng (TF) in adocumentwith theinverseof how often
that term shavs up in docunentsin the collection (IDF),
we canbalane: (a) the factthattermsfrequently usedin a
documentarelikely important to describdts meanimg, and
(b) termsthatappeain mary documentsin acollectionare
notusefu for differentiatingoetweerthesedocumentsfor a
particdar ques.

A naive applicationof TFxIDF would requireeachpeerin
acomnunity to have accesdo theinvertedindex of theen-
tire community (in orderto compue the similarity between
the queryandall documentsand provide aranking. This
is costly bothin termsof bandvidth andstorage.Instead,
we shav how TFxIDF canbeapproxmatedgivenPlanetPs
commctsummarie®f peers’invertedindexes;we call the
resultingalgorithm TFxIPE While we presentTFxIPF in
thespecificcortext of PlanetRit shouldbegenerdly appli-
cableto ary framewvork that maintainssomeappoximate
informationabou theglobalindex ateachpeer

We malke threecontiibutions:

1. we shawv how the TFxIDF rule canbe adaptedo rank
the peersin the order of their likelihoad to have rel-
evart documents,aswell asrank the retrieved doau-
mentsin theabsene of compete globalinformation;

2. we provide a heuistic for adaptvely determirmng the
setof peerghatshouldbe contactedor aquery, and

3. usingfive bencimark collectionsfrom Smart[3] and
TREC [14], we shov that our algorithm matclhes
TFxIDF's performarce, despitethe accuagy that it
givesup by usinga muchmore compat sumnary of
theindividual inverted indexes (rathe thancollecting
theinvertedindex for theentirecomnunalinformation
store).Furthemore,our algaithm preseresthe main
flavor of TFxIDF, retumning closeto the samesetsof
documentsfor particdar queres.

PlanetPtradessome bandwidh for goad searchperfor-

mance. Using our heuistics, PlanetPnearly matche the
searchperfamance(we will define performarce metrics
more preciselylater in Section4) of TFxIDF but, on av-
erage,will conta¢ 20-40% more peersthanif the entire
inverted index was kept at eachpeer(40% only whenwe
average over runs wherewe assumehat usersarewilling

to sortthroudh a very large nunber of retrieved documents
to find whatheis looking for. Furthermore the nunber of

peerscontactedinde PlanetHs directedby a heuristicthat
canlikely befurther tunedfor betterperfamance.)



Finally, we addressour decisionto explore/implemen a

text-based content searchand retrieval algorithm One
might ask,arent mostP2Pcommunities currerly sharing
nontext files suchasmusicandmaovies?Yes.However, this

is not the only informationthat could or shoud be shared
by P2Pcomnunities. Onecanimaginecompaiesforming

P2Pcommunitiesto sharedatabasesf (largely) text docu-
mentssuchasrepositoies of scientific papers, legal docu-
ments etc. Onecanimagire afantasysportleaguecomnu-

nity thatsharesa large collectionof playerandteaminfor-

mationandstatistics.More concréely, our researctgroup

is one information sharingcomnunity that would benefit
from PlanetP;we currently usea centralizedappioachto

sharea large repaitory of researchdocuments. This ap-

proachis not very satisfyingfor various reasos that we

will not elaborte herebut that we believe canbe at least
partially addressedindera decentalized cortrol scheme.
Even for nontext data(which we currerily do not know

how to search)thereis often associatedext datasuchas
movie reviews that can be usedeffectively for text-based
cortentsearchandretrieval.

2 PlanetP: Overview

As already mentionel, PlanetP suppots the indexing,
searchig andretrieval of informationspreadacrossa dy-
namiccommunity of agens (pees), possiblyrunning ona
setof hetergeneos devices. This sectionbriefly discusses
relevantfeatuesanddesign/inplementatia detailsof Plan-
etPto provide context for the restof the paper. Figurel
summaizesthecompamentsof PlanetP

The basicdatablockin PlanetPis an XML snippet.These
shippés containtext, from which we extracttermsto bein-

dexec?, andpossiblylinks (XPointas) to externalfiles. To

sharean XML docunent, the userpublishe the document
to PlanetPwhichindexesthedocumentandstoresacopy of

it in alocal datastore.To shareanonXML document,the

userpublisheaanXML snippethatcontansapointerto the

file andpossiblyadditiond descrigion of thefile. PlanetP
indexesthe XML snippé¢ andthe exterral file if it is of a

known type(e.g.,PDF, Postscriptfext, etc.). Also, PlanetP
storesthe XML snippetin the local datastorebut not the
extemalfile itself.

PlanetPusesa Bloom filter [1] to summarizethe index of
eachpeer Briefly, a Bloom filter is anarrayof bits usedto
repesentsomeset —in thiscase, isthesetof wordsin
thepeetsinvertedindex. Thefilter is computedby obtain-
ing indicesfor eachmembe of , typically via differ-
enthashim functions,andsettingthe bit ateachindex to 1.

2Currertly, we do not make useof the strucure provided by XML tags.
We planto extend PlangP to male useof this strucurein thenea future.
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Figure 1. A PlanetPcommuity is compised of a
dynamicsetof pees connetedby a networksud as
thelnternd. Each peerhasa local store of XML doc-
umentsthat it wishesto share with the community
Peers usea gossipimg algorithm to help eat other
maintaina directoryof currentlyactivepees aswell
as a setof Bloomfilters summarizingthe conten of
pees’ local stores.

Then givena Bloom filter, we canask,is someelemen
amemlerof bycompting indicesfor andcheclkng
whetherthosebits arel.

Once a peer has compued its Bloom filter, it diffuses
it throughout the community by using a gossipingalgo-
rithm [6] thatis a comhbnation of Harchd-Balter et al's
namedropper algorithm [13] and Demerset al!s rumor
morgering algoithm [7]. (This algorithmis also usedto
maintaina directay of peerscurrenly on-line.) Eachpeer
canthenqueryfor communal contern by queaying agairst
the Bloom filters thatit hascollected For exanple, a peer

canlook for all docunentscontainirg the word car. It
doesthis by testingfor car in eachof the Bloom filter.
Suppae that this resultsin “hits” in the Bloom filters of
peers and thencontacts and to seewhether
they indeal have docunentscontainingthe word car; note
thatthesepeersmay not have ary suchdocunentssincea
Bloom filter can give false positives On the otherhand,
this set of peersis guaramteedto be complete—tht is, it
is guaanteedhatno peerotherthan and canhavea
documentcontainng the word car—becase Bloom filters
cannever givefalsenegatives

Our appoachof diffusing index-summaies using Bloom
filters hasa numter of advartages.the mostsignificart of
which are:

As shall be seen,the collection of Bloom filters al-
lows eachpeerto efficiently apprximatethe inverted



index of the entire commuity. This allows us to
implement a rankirg algoithm that depemls on hav-
ing globd knowledge,which is eithernot possibleor
likely to be muchmorecostly undercurrert P2Psys-
tems[26, 23, 17].

The Bloom filter is an efficient summay mechanism,
minimizing therequiredbandvidth andstorageateach
nock. Onappemix A we shav thatPlanetmeed only
1% of thetotal dataindexedto summaize thecomnu-
nity’s conten.

Peerganindepenentlytrade-df accuagy for storage.
For exanple, apeer maychaseto comhine thefil-
tersof several peersto sare spacethetrade-df is that

mustnow contactthis setof peerswheneeraquery
hits on this combiredfilter. This ability for indepen-
dentlytradingaccurag for storages particularlyuse-
ful for peersrunnirg on memoy-corstraineddevices
(e.g, handhelddevices).

Sincethe gossipednformationis maintainedat every
peerin the community, PlanetPis extremely resistant
to denial-d-serviceattacks.

The main disadantaye of using a diffusion apprach is
that new or rapidly changimg information spread slowly,
asdiffusion is necessarilgpreacbut over time to minimize
spikesin communicationbandvidth. To addessthis prab-
lem, peersin PlanetPalsoimplemen an information bro-
kerag servicethat usescorsistenthashimg [15] to pulish
andlocateinformation. This secondndexing servicesup-
potts thetimely locationof new information,aswell asthe
exchangeof informationbetweersubsetof peerswithout
involving the entire community (this is similar to the ap-
proachtakenby Stoicaetal. [26]). We will notdiscusghis
featue further, however, sinceit doesnotimpactthe work
wewill presentn this pape.

Using simulation,we have shavn that PlanetPcan easily
scaleto community sizesof severalthousand. For exam-
ple,usingagossipingateof oncepersecond, PlanetRcan
propagatea Bloomfilter containirg 100 termsin lessthan
40 seconddor a comnunity with 1000peers.This spread
of informationrequresanaverageof 24KB/s perpeer For

comnunitiesconrectedby low bandvidth links, we canre-

duae thegossipim rate: reducirg thegossipingateto onae

every 30 second would require 9 minutesto diffusea new

Bloomfilter, requiing anaverag of 2KB/s bandvidth. We

have validatedour simulationfor communities of up to 200

pees onaclusterof PCsconrectedby a 100Mb/s Etherret

LAN.

SWhenthereis no new information to gossip,PlangP dynamially re-
ducesthis gossipingrateover time to onceperminute

3 Distributed Content Search and Retrieval
in PlanetP

The main prodem that we are addressingn this paperis

how to searctfor andretrieve documentsrelevantto aquay

posedby somememberof a PlanetPcommuity. Givena
collectionof text documents,the problem of retrieving the
subsethatis relevart to a particularquel hasbeenstudied
extersively (e.g.,[24, 22]). Currently oneof the mostsuc-
cessfultechniqesfor addessinghis problemis the vector
spaceranking model[24]. Thus,we decidedto adaptthis

techniqiefor usein PlanetPIn this section,we first briefly
provide somebackgourd on vectorspacebaseddocunent
rankng, thenwe presentour heuristicsto adaptthis tech-
nigue to PlanetPs ervironment.

3.1 Vector Spae Ranking

In avecta spacerankng modd, eachdoaumentandquey
is abstractlyrepreseted asa vector whereeachdimersion
is associatedvith a distinctterm (word), the spacewould
have dimensimsif therewere possibledistinctterms.
The value of eachcompamentof the vectorrepresets the
importanceof thatword (typically referedto asthe weight
of theword)to thatdocumentor quer. Then givenaquery
we rankthe relevanceof docunentsto thatqueryby mea-
suringthe similarity betweenthe quer’s vectorand each
of thecandicitedocunents vecta. Thesimilarity between
two vectasis geneally measurd asthecosineof theangle
betweerthem,computableusingthefollowing equation

(1)

where represets theweightof term for query and

the weight of term for document . Obsenre that

meanghat doesnothave ary termthat

isin . A , onthe otherhand meanghat

hasevery termthatis in . Typicdly, the denaminator
of equatim 1 is droppedfor simplicity.

A popdar methal for assigningermweights is calledthe
TFXIDF rule. The basicideabehindTFxIDF is thatby us-
ing somecomhnation of term frequeng/ (TF) in a dow-
mentwith the inverse of how often thatterm shavs up in
documentsin the collection(IDF), we canbalance:(a) the
factthattermsfrequently usedin adoamentarelikely im-
portant to descrike its meanimy, and(b) termsthatappeain
mary docunentsin a collectionarenot usefulfor differen-
tiating betweerthesedocumentsfor a particularques. For
exanple,if welook atacollectionof paperspublishel in an
Operatiny Systemsconferencewe will find thatthe terms
Opeiating Systenappeas in every docunentandtherefae



canrot be usedto differentiate betweenthe relevane of
thesedocuments.

Existing literatureincludesseveral ways of implemerting
the TEXIDF rule [24]. In ourwork, we adogi thefollowing
systemof equatimsassuggstedby Witten etal. [28]:

where is the numter of documentsin the collection,
is thenumkber of timesthatterm appearsin thecollection,
and is thenunberof timesterm appearsin document

If we simply drgp the nomalizingdenoninatorfrom equa-
tion 1, thenlong docunentswill be erroreously ranked
higher thanshortdocumentsbecause¢hey have higherterm
weights(becase of highertermfrequencies).Therforeit
is customaryto substitutethis simpler nomalizationfac-
tor numbe of termsin docunentD. Theresulting
similarity measue is

(2)

Givenacollectionof documentscurren searctengineim-

plemen this rankirg algoiithm by constricting aninverted
index over the collection[28]. This index associates list

of doawmentswith eachterm, the weight of the term for

eachdocunent, andthe positiors wherethe termsappear
Furthe, information like the inversedocument frequeny

(IDF) and other useful statisticsare also addedto the in-

dex to speedup quely processing An engire canthenuse
thisinvertedindex to quickly deternine the subsebf docu-
mentsthatcontainoneor moretermsin somequey , and
to compue thevectorsneededor equatim 2. Then theen-
ginecanrankthedocunentsaccodingto their similarity to

thequely andpresentheresultsto theuser

3.2 Indexing and Searching in PlanetP

Recallthatin PlanetPa memler of the community only
distributesa summary of its inverted index usinga Bloom
filter, nottheinvertedindex itself. Thus, we canna usethe
above TFxIDF rule directly andsothechalleng is to adap

this algoiithm to the information available at eachpeerin

PlanetPOur adaptedlgorithmworksasfollows. We break
the relevancerankingprodem into two sub-poblens: (1)

rankng pees accordng to thelikelihoodof eachpeerhav-

ing documentsrelevart to the quer, and (2) decidingon

the number of pees to cortact andranking the documents
retunedby thesepeers.

The noderanking problem. We applythesamedeabe-
hind TFxIDF to rank peers. In particular we introduce a
measurealledtheinversepeerfrequery (IPF).For aterm
, IPF is computedas , where is numter
of peersin the comnunity and  is the numter of peers
that have one or more documentswith term in it. Simi-
lar to IDF, theideabelind this metricis thata termthatis
presenin theindex of every peeris notusefulfor differen-
tiating betweernthe peersfor a particularquey. Note that
IPF canconvenierlly be compued usingthe Bloom filters
collectedateachpeer: isthenumberof Bloomfilters,
is thenumter of hitsfor term againstheseBloomfilters.

Giventhe abore definition of IPF, we thenproposethe fol-
lowing relevarce measurdor rankng peers:

IPF 3)

whichis simply aweightedsumover all termsin the quay

of whethera peercontairs thatterm,weighted by how use-
ful thattermis to differentiatebetweerpeers. is aterm,

is thequey, and is the setof termsrepresentedy the
Bloom filter of peer , and s theresultingrelevarce of

peer toquery . Intuitively, this schemegivespeersthat
containall termsin a querythe highestranking. Peerghat
containdifferent subsetof termsareranked accordng to

the power of thesetermsfor differentiatingbetweenpeers
with potentiallyrelevart docunents.

The selectionproblem. As comrmunitiesgrow in size, it
is neitherfeasiblenor desirableto contacta large subsebf
peersfor eachquery Thus,oncewe have established rel-
evarce ordeing of peersfor a query we mustthendecide
how mary of themto contact.To addressthis prodem, we
first assumehat the userspecifiesan upger limit ~ onthe
nunber of docunentsthat shouldbe returnel in respose
to a quel. Then a simplesolutionto the selectionprab-
lem would beto cortactthe pees oneby one,in the order
of their relevarce ranking, until we have retrieved doa-
ments.

As shall be seenin Section4, however, this obvious ap-
proaxchleadgo terribleperfamanceasmeasurd by theper
centageof relevart docunentsreturred. Thereasorbelind
this poor performarce is that, whena peeris cortacted,it
mayreturnsay doaiments.ln mostcasesnotall  re-
turned docunentsarehighly relevantto thequey. Thus,by
stoppirg immediatelyonee we haveretrieved  docunents,
alargesubsenf theretrieved docunentsmayhave vety lit-
tle relevanceto the quey. To illustratethis problem more
concetely let us assumehat thereare 5 candidatepeers
andthatthe useris willing to acceptup to 10 docunents.
Eachof the peersstores2 highly ranked docunentsand8



| Trace | Queries | Documents| Number of words | Collection size(MBs) |

CACM 52 3204 75438 2.1
MED 30 1033 83441 1.0
CRAN 152 14m® 117718 1.6
CISI 76 1460 849y 2.4
AP89 97 84678 12%03 2660

Table 1. Characteristicof thecollectionsusedto evaluate PlandP seach andretrieval capalilities.

doaumentswith low rankings. If we contactall 5 peers,
we will collect50 documents,and,hopeflly afterranking
them,we will retun to the useronly the 10 highly ranked
ones. Ontheotherhand if we allow PlanetRo stopsearch-
ing assoonas 10 relateddoaumentshave beenobtained it
will only cortactonenodeandit will returnonly 2 highly
rankeddocunentsand8 thatareof low relevance.

To addresshis prablem,we introducethefollowing heuis-

tic for adaptiely deternining a stoppingpoirt. Givenarel-

evarceordeing of peerscontacthemoneby-onefromtop

to bottom. Maintaina relevarce ordeing of the documents
retunmedusing

IPF

(4)

Stopcontating pees whenthedocumentsreturnel by ase-
guenceof peesfail to contrituteto thetop rankeddoc-
umens. Intuitively, theideais to getaninitial setof docu-
mentsandthenkeepcontating nodesonly if thechanceof
thembeingableto provide docunentsthatcontibuteto the
top is relatively high. Using experimentalresultsfrom a
nunberof knovn docunentcollections(seeSectiond), we
proposethefollowing function for

— — (5)

where is thesizeof thecommunity.

This linear function on commuiity sizeand givesa
thatrangesbetweer? and9 for communitiesof up to 1000
nocesand of upto 140doauments.

4 Evaluating PlanetP’s Search Heuristics

We now turn to assessinghe performarce of TFxIPF to-

gethe with our adaptve stoppingheuistic asimplemented

in PlanetP We measureperfamanceusing two accepted
metrics,recall ( ) andprecision( ), which aredefinedas
follows:

no. relevart docs.presentd to theuser
total no. relevantdocs.in collection

(6)

no. relevant docs.presentedo theuser
total no. docs.presetedto theuser

(7)

where is the quel postedby the user captues
thefractionof relevantdoaumentsa searchandretrieval al-
gorithm is ableidentify andpresento the user de-
scribeshow muchirrelevant materialthe usermay have to
look through to find therelevant material.

Ideally, onewouldlik eto retrieve all therelevart documents
andnot a singleirrelevart one. If we did this, we would
obtaina 10 recall and 100% precision. Unfortunately

nore of the curren ranking schemess ableto achieve this
perfaman@ whenassessedgairstanumter of bendimark
collectiorsandquerieswherehumanshave manually deter

minedthe setof docunentsrelevant to eachquery Current
algoithmsprovide atradeof between and : in orderto

find morerelevart docunents,the usermustbe willing to

look through increasingamoun of irrelevant material.

We assesghe perfamanceof PlanetPby comparing its
achieved recall and precisionagainstthe original TFxIDF
algoithm. If we canmatchthe TFxIDF’s performane, then
we can be corfident that PlanetPprovides state-of-theart
searchandretrieval capaliities*, despitethe accurag that
it givesup by gossipirg Bloom filters ratherthanthe entire
invertedindex.

Finally, in additian to recall and predsion, we also exam-
ine the average numler of peersthatmustbe contactedber
guel uncer PlanetPldeally, we would wantto contactas
few peersaspossibleto minimizeresouce usageperquery
We studythe number of peersthat mustbe contactecasa
function of the numkber of documentsthe useris willing to
view andthesizeof thecomnunity.

4whenonly usingthetextua contentof documents,ascomparedo link
analysisasis doneby Googleandotherweb searchengines|2]



| Collection |

Query

AP89 <top>
<head>TipsterTopic Description
<num>Number 065

<dom>Domain: ScienceandTechndogy
<desc>Description:

<smry>Summay:

<narr>Narratve:

<con>Concep(s):

1. informationretrieva system
2. storagedatatase data,quey
<fac>Factor(s):
<def>Definition(s):

</top>

<title> Topic: InformationRetrieval Systems
Documenwill identify atypeof informationretrieval system.

A relevart documnentwill identify a new informationretrieval systemjdentify thecompany or person
marketingthe systemandidentify someof the charactestics of the system.

A relevart docunentwill identify aninformationretrieva systemjdentify the compary or person
marketingthe systemandidentify someof the charactestics of the system.

MED 18
W

theeffectsof drugsonthe bore mariow of manandanimals specificallythe effect of pesticides.
also,thesignificane of bonemarrav changes.

Table 2. Samplequeriesfor the AP89and MED collectiors. Notethat for the AP89query we only usethe keywords

in the<cor> section.

4.1 Experimental Environmert

We use five collections of doaments (and associated
gueaiesandhumanrelevarceranking) to measuré?lanetPs
performarce; Table 1 presets the main charateristics of
thesecollections. Four of the collections, CACM, MED,
CRAN, and CISI were previously collectedand usedby
Buckley to evaluateSmart[3]. Thesecollectionsarecom-
prisedof smallfragmentsof text andsummariesandsoare
relatively smallin size. Thelastcollection AP89,wasex-
tractedfrom the TREC collection[14] andincludesfull ar
ticles from AssociatedPresspublishedin 198. Table 2
shavs anexamge quel from eachof the MED andAP89
collectiors.

To measurd’lanetPs recallandprecisionontheabove col-
lections we built asimulatorthatfirst distributesdocuments
acrassa setof virtual peersandthenruns andevaluatesdif-
feren searchandretrieval algorithns. To comparePlanetP
with TFxIDF, we assumehe following optimistic imple-
mentatiom of TFXIDF: eachpeerin the comnunity hasthe
full inverted index andword court needd to run TFxIDF
usingranking equdion 2. For eachquesy, TFxIDF would
computethetop ranking docunmentsandthencortactthe

exact peersrequirel to retrieve thesedocunents. In both

cases,TFxIDF and TFxIPF the simulatorwill pre-pocess
thetracesby doingstopword removal andstemming The

former tries to eliminatefrequently usedwords like "the",

"of", etc.andthesecondriesto conflatewordsto theirroot

(e.g."running" becones'"run").

We studyPlanetPs performarce uncer two differentdistri-
butions of documentsamorg pees in the comnunity: (a)
uniform, and(b) Weibull. The motivationfor studyingthe
uniform distribution of doaumentsamang a setof peersis
thatit presentghe worst casefor a distributed searchand
retrieval algolithm. The docunentsrelevantto a quel are
likely spreachcrosslarge numberof peers.Thedistributed
searchalgotithm mustfind all thesepeersandcontacthem.

The motivation for studyinga Weibull distribution arises
from measuremas of current P2Pfile-sharingcommuni-
ties. For exame, Saroiuetal. foundthat7% of theusersn
theGnutellacommunity sharemorefilesthanall therestto-
getherf25]. We have alsostudieda comnunity thatmaybe
representatve of future comnunities basedon PlanetPIn
particdar, studentswith accesdo the Rutgerss domitory
network have createda file-sharingcommunity comgised
of more than 500 users,sharingmore than 6 TB of data.
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Figure 2. Numberoffilesshaedbyead useronthe
Rutgers dormnetwork. Theuses are sortedaccad-
ing to theamouwnt of filesthey shake.

They usea softwarepackagecalledDirect Connet[8] that
resemkes an IRC chatchanné The Direct Connecthub
maintairs a list of online usersand usesa robad to crawl
eachusers directoy structure Informationaboutthefiles
shareds maintainedat the hub andcanbe queriedby the
users.

Studyng this community, we obsered a datadistribution

thatis very similar to thatfound by Saroiuetal. In particu-
lar, we foundthatarourd 9% of theusersareresponsite for

providing the majority of thefilesin thecommunity. Figure

2 shaws the number of files sharedby every userobsened
during oneglobal snapshobf thecommunity. Wefitted this

datato a Weibull distribution andusedthis theoetical dis-
tribution with the extractedparametes ( . )

to drive the partitionirg of a collectionamorg a simulated
community.

Finally, unlessnotedotherise, we will usethe Smartcol-
lectionson comrmunitiesof 100nodesandthe AP89collec-
tion oncommunities of 400nodesto accou for thediffer-
encein theirsizes.

4.2 Searcchand Retrieval

To evaluatePlanetPs searchandretrieval perfaomance we
assumehatwhenpostingaquey, theuseralsoprovidesthe
paraneter , whichis the maximnum numkber of docunents
thatheis willing to acceptin answerto a query Figure 3
plots TFxIDF's and PlanetPs averagerecall and precision
over all providedqueriesasfunctionsof for theMED and
AP89 collectimns, respectiely. We only shav resultsfor
the MED collection insteadof all four Smartcollectiors
to save space. Resultsfor the MED collectionis repre-
sentatve of all four. We refer the readerto our web site,
http://wwwpanic-labrutgers.edu/for resultsfor all collec-
tions.

We malke severalobsenrations.First, usingTFxIPFandour
adaptve stoppirg condtion, PlanetRrackstheperfamance
of TFxIDF closely For the AP89 collection, PlanetPper
forms slightly worsethanTFxIDF for but catches
up for larger ’s. For the MED collection, PlanetPgives
nearlyidenticalrecall and predsion to TFxIDF. In fact, at
large , TFXIPF slightly outpeforms TFxIDF. While the
perfamane differenceis negligible, it is interestingo con-
siderhow TFxIPF canoutpeform TFxIDF; thisis possible
sinceTFxIDF is notalwayscorrect. In this case,TFxIPFis
findinglower rankeddocunentsthatweredetermiredto be
relevart to querieswhile someof the highly ranked doau-
mentsreturred by TFxIDF, but not TFxIPF, werenot rele-
vant.

Second PlanetPs adaptve stoppingheuistic is critical to
perfamane. If we simply stoppedretrieving documents
assoonaswe have gotten docurents,recall and preci-
sionwould be muchworsethan TFxIDF, asshavn by the
IPF First-k curnves. Finally, asexpectedas increaseste-
call improvesatthe experseof precisia, althoudh for both
collectiors, precisionwasstill relatively high for large 's
(e.g, at , precisionis abou 40%andrecallis about
60%for the MED collection)

Figure3 plottedthe perfamanceof PlanetPagairst for a
singlecommnunity size: 100 peersfor MED and400 peers
for AP89. In Figure 4, we plot the recall when is 20
agairst community sizeto study PlanetPs scalability We
only shaw resultsfor the AP89collectionastheotherswere
toosmallto acconmodateawiderangeof community sizes.
We show the perfamanceof TFxIPF with two variantsof
the stoppirg heuristic: onethatis a function of both and
, thenumber of pees, andonethatis justafunctionof .

We make two obserations. First, PlanetPs recallremairs
constah evenwhenthe comnunity sizechange by anor-
derof magntude,from 100to 100 peers.Secoul, thefact
that our adaptve stoppirg heuistic is a function of both
and conmunity sizeis critical. When the adaptve stop-
ping heuistic only accous for varying , recall degrades
as comnunity size grows. This is becage the relevant
documentsbecane spreadout morethinly amoryg peersas
the community sizeincrease.Thus,the stoppirg heuistic
shouldallow PlanetRo widenits searctby contactig more
peers.

4.3 Number of Peers Contacted

To betterunderstandthe effects of our adaptve stoppng
heuistic, we presenin Figure5 the nunberof nodescon-
tactedwhen using TFxIDF andall variantsof TFxIPF as
well asthe lower bound on the nurmber of nodes thatneed
to be contated. To compue the lower bourd, we sortthe
nocesaccordng to the numker of relevantdocumentsthey
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Figure 3. Average (a) recalland(b) precisionfor theMED collectiondistributedamongl00pees. Average (c) recall
and (d) precisionfor the AP89collectiondistributedamorg 400 pees. IDF is TFxIDFE IPF Ad.Wis TFxIPF with the
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heuristicontheuniformdistribution of documets. IPF Fir st-kis TFxIPFthatstopsmmediatehafterfirst documents

havebeenretrieved.
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Figure 4. Numberof relevant documets retrieved
as a functionof commuity sizewhen is keptcon-
stantat 20. IPF Ad-kvariableN is TFxIPF with the
adagpive stoppingheuristic. IPF Ad-kconstam N is
TFxIPF with a stoppingheuristicthatis only a func-
tion of andnot of commuity size All theseplots
wheie obtaired usinga Weibull distribution of docu
mentsonthe AP89collection

store (assumingglobd knowledge of the humanrankirg)
andthenwe plot thelowestnumler of nocesneeadto get
relevant doawments(for 100% precisior). Note thatthe
lowerbourd is differentthanthenumter of peerscontacted
by TFxIDF becaseit is basednthe providedhumanrele-
vancemeasurdwhichis binary), notthe TFxIDF ranking.

Again, we make several obsenrations. First, our adapive
stoppirg heuistic is critical for increasingrecall with in-

creasing becausd causesnorenodeso becontactedin

fact, to matchTFxIDF'’s performarce, PlanetPhasto con-
tactmorepeersthan TFXIDF at large ’'s. Thisis becase
PlanetFhaslessinformationthanassumedor TFxIDF, and
so may contactpees that dorit have highly ranked doau-

ments. On the otherhand,simply stoppingas soonaswe
have retrieved  potenially relevart documentgivesvery
little growth in the numbe of peerscontacted As aresult,
it contactsmary lesspeersthanthe lower bourd imposed
by therelevancejudgments.This helpsto explaintherecall
andprecisionfor thevarious algoithmsshavn earlier Sec-
ond beyond a certain , 50 for MED and 150 for TREC,
PlanetPstartsto contactsignificantlymorepeershanTFx-
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IDF. At correspading , PlanetPs recallimprovesrelative

to TFxIDF: PlanetPoutpeforms TFxIDF slightly for MED

andbecanesessentiallyequa to TFxIDF. Thisimpliesthat
eitherequdion 5 is too strondy depemnlenton or thatthe

relatiorshipis not linear We are currerily working to re-

fine our stoppingheuristic to seewhetherwe canredue

thenunberof peerscontactedatlarge without degrading
performarce too much Third, PlanetPhasto work much
harcer underthe uniform distribution becaserelevart doc-

umerts are spreadout throughou the community. Thus,

actualobsenrations of Weihull-lik e distributions with shape
paranetersof 0.7 actually work in favor of a distributed
searchandretrieval engire suchas PlanetPNote that the
resultsfor PlanetPunderthe uniform distributionis not di-

rectly compaable to thosefor TFxIDF becausewne only

studiedTFxIDF under the Weibull distribution; we did not

study TFXIDF under the uniform distribution becase the

distribution doesnotchang TFxIDF'srecallandprecision

only the numker of peerscontated. Finally, our adaptve

stoppirg heuristicallows PlanetRo work well regardlessof

the distribution of relevart documents.It allows PlanetPto

widenits searchwhendocunentsare more spreadout. It

helpsPlanetRo contractits searchwhenthedocumentsare
motre concetrated.

Finally, we study the effect of making our adapive stop-
ping heuistic a function of comnunity size; Figure6 plots
the numkber of nodescontactedagairst comrrunity sizefor
the AP89 collectionfor TFxIPF with anadapive stopping
heuristic that adaps to the commnunity size and one that
does not. Previously, we sav thatadaptig to community
sizewasimportantto maintaina constantecallascomnu-
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Figure 6. Numberof pees contat¢edasa functionof
thecommuity sizewhen is keptconstantat 20. IPF
Ad-kvariableN is TFxIPFwith theadaptive stoppirg
heuristic.IPF Ad-kconstanN is TFxIPFwith a stop-
ping heuristicthatis only a function of andnot of
communitysize All theseplots whele obtaired us-
ing a eihull distribution of doaumentson the AP89
collection.

nity sizeincrease.This figuresshows the reason:if we do
notadapto commuity size,thestoppng heuistic throttles
thenunberof peerscortactedtoo quickly. With increasing
comnunity size,the nunrber of nodes contated drops be-
low thatof TFxIDF, resultingin lower recall aspreviously
shown.



| | Recall | Overlap |

5 14% 68%
10 26% 69%
15 36% 78%
20 44% 79%

Table 3. Amoun of overlap on the documets re-
turnedby TFxIDF and TFxIPF whenaskingfor dif-

ferentamounts of results(recall levels). This results
wheie obtanedonthe MED collection

4.4 DoesPlanetP Retrieve Similar Documentsto
TFXIDF?

We concluck our studyof PlanetPs searchandretrieval al-

gorithm by consideing whethe the modified TFxIPFrule

finds the samesetof documentsas TFxIDF. Table 3 gives
the averag intersectionbetweerthe setsof relevart docu-
mentsretumed by TFxIDF andthosereturnedby PlanetP
in respoleto quefesagainsthe MED collection We only

shaw theintersectios for low recallbecageat highrecall,

by definition,theintersectiorwill approah 100%.

We obsenre thateven at relatively low recall, 10-0%, the
intersectia is closeto 70%, indicatingthat TFxIPF finds
essentiallythe samesetof relevant doaumentsas TFxIDF.
Thisgivesusconfidencethatouradaptatioadid notchang
theessentialdeasbehird TFxIDF's ranking.

5 RelatedWork

Current P2Pfile-sharirg applicatiors suchasNapsterf[18],

Gnutella[11], andKaZaA[16] all suppat name-laseddoc-
umert searchandretrieval. While thesesystemdave been
trememlouslysuccessfulname-lasedsearchs frustratirgly
limited. Thesesystemgely on heavy replicationof popu-
lar itemsfor successfusearchesandcommunities built on
them have beenlimited to sharingmusic and video files.
Our goal for PlanetPis to increasethe power with which
userscanlocateinformationin P2Pcomrunities. Also, we
have focusedmoretightly ontext-basedinformation,which
is more appopriatefor collectionsof scientificdocuments,
legd docunents, inventory datatases,etc. Thesediffer-

encedaveledusto designandimplementatext-basedon-
tentsearchandretrieval engne, aspresentedh this paper

In contrast to existing systemsrecentresearchefforts in
P2Pseekto provide theillusion of having a globd hashta-
ble sharedby all memlersof the community. Frameavorks
like Tapestry[30Q], Pastry[23], Chord[26] and CAN [21]
usedifferert techniqesto spreadkey, valug pairsacross
the comnunity andto route queaies from ary memier to

wherethe datais stored Although this distributed hash
structue couldbeusedto createaninvertedindex, it would
not be asefficient asthe apprachpropsedby PlanetPIn
all thesesystemsthereis atime costneededo cortactthe
right noce in order to pulish a singlekey. If we wantto
sharea documents contant thenwe needto publishevery
uniquewordcontairedin it. Theeforethetime neededwill
be almostlinear on the documentsize. On the otherhand,
PlanetPcan publishall the keys in the sameBloom filter
with no needto contactevery node sincethe information
will begossipedaccordimy to thebandvidth available.Fur
thermae, noneof theseframenorks providestheinfrastric-
tureneededo implement rankirg (althoudh PlanetPs rank-
ing algoithm couldbeadapedfor usein thesesystems).

More relatedto PlanetPs goals,Cori [4] andGloss[12] ad-
dressheprobdemsof databasselectiorandranking fusion
on distributed collections. Recentstudiesdore by French
etal. [9] shawv thatbothscalewell to 900nodes.Although
they arebasedn differentranking techniqes,thetwo rely
on similar collection statistics. Glossuses (numker
of docunentsin node with term ) and (sumof
thelocalweightsfor term atnode ) while Cori needsonly

. In bothcasegheamour of informationusedto rank
nockesis significantlysmallerthanhaving a globalinverted
index. Glossneedsonly 2% of the spaceusedby a globall
index. The paradgm usedin Glossand Cori is similar to
having asener (or ahierarcly of seners) thatwill beavail-
ablefor usersto decidewhich peersto contact. In PlanetP
wewantto empaver peergo work autonanouslyandthere-
fore we distribute Bloom filters widely sothey cananswer
gueies evenin the presere of network andnoce failures.
In orderto accomnodatepees with scarceresouces,we
minimize the information sharedandits maintemncecost.
PlanetRdoesnot propagatetermfrequeng andcantolerate
falsepositives onthe comnunaldata. Thesetwo character
isticsallow usto useanefficientdatarepresentationhatcan
tradespacefor falsepositives (performarce). In apperlix
A we shaw thata peerneeddo storearourd 1% of thetotal
informationshared

Finally JXTA SearcH27] providesmechanisrafor clients
to route queriesto theright datasources.This is similar to

thedatabaseelectionprablem, but they have implemerted

it usinga pulish/subscribenodel. In IXTA Searchpeers
thatwantto provide contentgive asketchof thequerieghat
they arewilling to answerto ahuh Usinghubs,clientscan
find which nodes aresuitablefor a particdar question.Un-

like PlanetPin theirarchitectue, peersdonotgetary rank-

ing of theresultsandJXTA Searchdoesnottry to contact
themostrelevart nodedor thequay.



6 Conclusions

P2Pcomputingis apoteriially powerful mocel for informa-
tion sharingoetweeradhoccomrnunitiesof users|t allows
usersto leverag existing desktopcomputing power, asop-
posedto requiing specializedseners. Further resouces
will adaptvely scalewith community size becase new
memlers contrikute additioral resoureswhenthey join a
community.

As P2P communities grow in size, however, locatingin-
formationdistributedacrossthe large numbe of peersbe-
comes problenatic. In this paperwe have presentea text-
basedranking algorithm for contentsearchand retrieval.
Our thesisis that the searchparadign, wherea small set
of relevart termsis usedto locatedocunents,is as natu-
ral aslocatingdocunentsby name asdemorstratedby the
succes®f theweb searchengines.To be useful,however,
the searchandretrieval algorithm mustsuccessfullyjocate
theinformationtheuseris searchig for, without presenting
too muchunrelatedinformation.

We choseto adapta well-known state-of-tle-arttext-based
doaumentrankirg algorithm, the vecta-spacemodel, in-

stantiatedwith the TFxIDF rankingrule. A naie applica-
tion of TFxIDF would requre eachpeerin a comrunity to

have accesdo theinverted index of the entire comnunity.

This is costly bothin termsof bandvidth andstorage.In-

steadwe shav how TFxIDF canbe appoximatedgivena

compmctsummay (theBloomfilter) of eachpeetsinverted

index. We malke threecontritutions: (a) we shov how the
TFXIDF rule canbe adaptd to usethe index summaies,

(b) we provide a heuristicfor adapively determiniig the

setof peersthat shouldbe contactedfor a query and(c)

we have shavn that our algorithmtracksTFxIDF’s perfor-

mane very closely regadlessof how docunentsaredis-

tributedthroughait the community. Finally, our algorithm

presevesthe mainflavor of TFxIDF by returring muchthe

samesetof documentsfor a particdar query

A good content-lasedsearchand retrieval algoithm like
ourswill makeit mucheasierfor P2Pcomnunitiesto share
large amouwnts of information.
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Appendix A - PlanetP’s memory usage

In this appelix, we presenhow we estimatedhe amaunt
of memay neede by eachPlanetPs membetrto keeptrack
of the community’s contert. Note thatthe memay usage
depenls mainly onthe Bloom filter sizeandthe numker of
peerson the commuity. In our calculation we have cho-
senBloom filters that are able to store eachpeers set of
termswith lessthan5% of falsepositives. For exampe, if
we spreadhe AP89collectionacrossa community of 1000
peers,eachpeerwill receve on averag 4500terms. On
this scenarioa 4.6KB filter will storea single peers data,
whichmeanghatthewholecomnunity canbesummaized
with 4.6MB of memay. Becausenocesexchamefiltersin
compessedorm, the bandvidth requiredby a singlenode
to gathertheremainirg 999filters will be 3.3MB.

Table4 shavs theresultsobtairedfor differentcommunity
sizesusingthe samecalculationsaaspresente@dbore.

| No. peers | Memory used(MB) | % of collection size |

10 0.45 0.180
100 1.79 0.70%
1000 4.48 1.76%

Table 4. Amoun of memoryusedper nock to store
Bloom filters summarizingthe whole communityon
AP89.



